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Abstract—High volume of data that can’t be processed or 

managed by traditional database systems due to the size and 

complexities of the datais called as Big Data. This paper endows 

with overview of big data, its size, 3Vs of Big data, nature, 

collection and storing the data generated, approaches used in 

processing big data with frameworks like Hadoop, challenges 

faced with it, finally the essential Data Science Skills and its 

shortage. 
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I. INTRODUCTION 

The term Big Data was officially introduced by Roger 

Magoulasin (2005) which refers to high volume of data that 

can’t be processed or managed by traditional database systems 

due to the size and complexities of these data. The data 

generated is increasing rapidly and exceeding the size of 

Exabyte. [1] With respect to data generation the computer 

systems are much faster than the old systems, yet analysing of 

large-scale data is a critical factor. [2] To understand the 

quantity of information in the year 2007 alone, we effectively 

sent 1.9 zettabytes of data through broadcast technology such 

as T.V’s and (Global Positioning System) GPS. That’s 

identical to each individual on the planetreading 174 

newspapers everyday. [3] 

 

How Big is Big Data? IT research firm Gartner believes 

that Big Data will create $34 billion in worldwide spending in 

2013. Most of the spending involves in upgrading traditional 

solutions to handle the huge amounts of data entering the 

organisations from multiple sources. [4] The size of Big data 

is Huge and It keep increasing, 90% of all data today was 

generated in the last two years and now take a look at the 

numbers of 2017 [5] 

For every MINUTE of the day: 

 

 YouTube users watch 4,146,600 videos 

 Twitter users send 456,000 tweets 

 Snapchat users share 527,760 photos 

 Skype users make 154,200 calls 

 Uber Riders take 45,787.54 trips 

 Google conducts 3,607,080 searches  

 Amazon makes $258,751.90 in sales 

 Netflix users stream 69,444 HRS of video 

 

This data that is generated is used for understanding the 

business better like Amazon is enjoying record profits around 

$258,751 sales per minute, up from $222,283 last year, Netflix 

has seen a 20 percent decrease in the number of ―hours‖ their 

viewers watched shows per minute compared to theprevious 

year. Based on a research from the University of California, 

San Diego, reported that in the year 2008 alone, Americans 

consumed 3.6 zettabytes of information. [3] 

 

In the year 1971 storinga GB of data would have cost $250 

Million and now storing a GB on a hard drive cost less than 

0.03$. In under 50 years the price went down 8 billion times! 

[6] If data storage costs had not dropped to the same extent, 

people would not be consume and generate so much data and 

Big Data would not even exist. The below image shows the 

precipitous drop in prices that occurred over 35 years of 

innovation and increasing demand.  

 

 
Figure 1: The Drop in Data Storage Costs  
Source: Matthew Komorowski 

 

Data storage devices are not the only one which became 

affordable for Big Data generation, technology like near field 

communication (NFC), radio-frequency identification (RFID), 
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nanotechnology, and sensors have also matured and become 

more commercially viable and affordable. 

 

In future it is estimated that 40 Zettabytes of data will be 

produced by 2020 [7].The various data sizes are shown in 

below. 

 

Representation 

of Data 

Size Comes Under 

Bit 1/8 Byte Data 

Nibble ½ Byte Data 

Byte 1 Byte Data 

Megabyte 1,024 Kilobytes Data 

Gigabyte 1,024 Megabyte Data 

Terabyte 1,024Gigabyte Big Data 

Petabyte 1,024Terabyte Big Data 

Exabytes   1,024Petabyte Big Data 

Zettabyte 1,024Exabytes   Bigger than Big Data 

 

II. UNDERSTANDING BIG DATA 

Big data can be explained in accordance to the 3 V’s 

mentioned by Gartner (2012) [8] as velocity, variety and 

volume but it could be understood even better with veracity, 

variability, visualisation and value. [9] The 3 V’s in general 

are defined as 

A. Velocity 

The Velocity is the speed at which the data is created, 

stored, analysed and visualised. The rate at which the data is 

generated is unbelievable for every minute we upload 100 

hours of video on YouTube, over 200 million emails are sent, 

around 20 million images are viewed and about 300,000 

tweets are sent. The possibilities of processing data in real-

time is an area of particular interest, which allows companies 

to do things like display personalised ads recommendation on 

the web pages you visit, based on your recent search. 

B. Volume 

It refers to incredible amounts of data that is being 

generated each second from social media, mobile phones, cars, 

sensors, videos..etc. The amount of data in the world doubles 

every two years and one of the major contributors to this is 

the Internet of Things with sensors all over the world in all 

devices creating data every second. Self-driving cars alone 

will generate2 Petabyte of data every year. [10] The data is 

considered as Big Data or not, is dependent upon Volume of 

the data. It would be difficult for us to manage such huge 

amounts of data in the past but with current decrease in 

storage costs, better storage solutions like Hadoop and Scala it 

is not a problem. 

C. Variety 

It refers to different types of data that is collected, In the 

past all the data that we had was structured data that used to be 

neatly fitted in columns and rows but Nowadays, 90% of the 

data that is generated by the organisation is unstructured data. 

In general, the different types of data are 

 

1. Structured data: Relational data 

2. Semi-structured data: XML, E-mail data 

3. Unstructured data: Word, PDF, Text, Media Logs. 

 

What Big Data Is Not - The term Big Data could be well 

defined against its inverse of what it is not: Big Data is any 

data that doesn’t fit well into tables and that generally 

responds poorly to manipulation by Structured Query 

Language (SQL). [11] With that being said let’s consider 

some examples. Data from the Twitter feed is Big Data, but 

the census isn’t. Images, CDRs from tele-coms companies, 

web logs and social data output can all be Big Data. Lists of 

customers, employees, and products are not. 

 

Collecting Big Data-Having Identified the data needed 

check whether the data you need already exists internally, or 

whether you have to generate it yourselves, i.e.; by collecting 

data from your systems, products, customers or employees. If 

you operate a telephone sales department or customer service 

department where customers call in to purchase or follow up 

on order delivery, then you could record those conversations 

and analyse the content and sentiment for useful insights. The 

Photo and Video data can be generated by simply starting to 

collect it using digital cameras you may already be using 

video for security purposes. This data could then be used to 

analyse how customers walk through the shop, where they 

stop and which parts they ignore. Finally, you have ability to 

collect data into every aspect of a product or service, whether 

you make tractors or washing machines or sell insurance. 

 The following technologies are used for collecting and 

analysing the data: 

A. NoSQL database 

It emerged as answer to the limitations of relational 

databases in handling Big Data requirements. It also offers 

greater data model flexibility, horizontal scalability, and 

superior performance over relational databases. [12] We use a 

NoSQL database when we need to handle large volumes of 

structured, semi-structured, unstructured data and when we 

want to leverage efficient, scale-out architecture instead of 

expensive, monolithic architecture.  MongoDB is one of the 

most used and Other  database  like  CouchDB,  Cassandra,  

Redis, BigTable, Hbase, Hypertable, Voldemort,  Riak,  

ZooKeeper  etc,  are also used. 

B. Massively Parallel Processing and MapReduce 

For processing of Big Data systems like Massively Parallel 

Processing (MPP) and MapReduce are commonly used. 

Massively Parallel Processing has multiple processors, and 

each processor works on different sectionsof  the  

programwith each processor utilizing its  own memory and  

operating  system. Data  paths  are  interconnected  to  allow  

message passing among processors. 

o It uses expensive, specialized hardware for CPU, 

storage &network performance. 

o MPP products are queried with Structured Query 

Language (SQL) 

o Loading of data is slower 

o Querying is easier 
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o It is good for structured data in data refining and 

transformations. 

 

MapReduce involves breaking large volumes of data down 

into smaller batches,  and  processing  them separately. Even 

Google has used it to successfully process its data sets. [13] 

Users specify a map function that processes a key/value pair to 

generate a set of intermediate key/value pairs and a reduce 

function is used to merge all intermediate values associated 

with the same intermediate key.  

o MapReduce is deployed to clusters of commodity 

servers that in turn use commodity disks. 

o Its native control mechanism is Java Code. 

o Loading of data is faster. 

o Forming maps and reducing is complex. 

o It is for semi-structured and unstructured data and 

refining, transformations are faster depending on 

file type and transformationlogic. 

 

 

 
Figure 2: HadoopFramework 

 

Storing Big Data - Thinking about where you will keep 

your data, the traditional solutions are a company server or 

computer hard disk, distributed or cloud-based storage 

systems, data warehouses, and data lakes. Regular hard disks 

are available at very high capacities and for very little cost 

these days but if you need to store and analyse large amount of 

data, or if data is going to be an essential part of your business 

operations, you will certainly need a more sophisticated 

setup.You have Free open-source software for most of the 

essential big data tasks, including storage and distributed 

storage systems are designed to run on commodity hardware. 

Cloud storage is another option which is becoming the go-to 

solution for many businesses, because of its flexibility like it 

enables any business to increase their storage capacity without 

having to buy new hardware. 

 

The most commonly used services for storage are Amazon 

S3 (Amazon Simple Storage Service) has a simple web 

services interface that you can use to store and retrieve any 

amount of data, at any time, from anywhere. It also provides 

comprehensive security and compliance capabilities that meet 

even the most stringent regulatory requirements. [14] HDFS 

(Hadoop Distributed File System) is a Java-based file system 

that provides scalable and reliable data storage designed to run 

on commodity hardware. Knowing these components is very 

important in managing the big data. The table below describes 

few of the difference between HDFS and Amazon’s(S3). 

 

 S3 HDFS 

Elasticity Yes No 

Cost/TB/month $23 $206 

Availability 99.99% 99.9% 

(estimated) 

Durability 99.999999999% 99.9999% 

(estimated) 

Transactional 

writes 

Yes with DBIO Yes 

Figure 4: difference between S3 and HDFS 

 

 

III. INTRODUCING HADOOP 

In a traditional approach, an enterprise will have a computer 

to store and process big data as shown in the figure 2 data will 

be stored in an RDBMS like Oracle Database, MS SQL Server 

or DB2 and sophisticated software’s can be used to interact 

with the database, process the required data and present it to 

the users. This approach works well, when there is smaller 

amount of data but when the data is in huge amounts, it 

becomes time consuming and tedious. 

 

 
Figure 3: Traditional approach to store and process the data 

 

 

Hadoop is a technology that is designed for storage and 

processing of large scale of data on clusters of commodity 

hardware. It is an Apache open source framework written in 

java created by Doug Cutting and Mike Carafella in 2005. The 

core components or daemons of Hadoop are: 

 

A. HDFS (Hadoop Distributed File System) - used for 

storage. 

It is based on distributed file system which is intended to 

run on commodity hardware. It is appropriate for those 

applications which have large data sets and delivers high 

throughput access to application data. HDFS has 

master/slave architecture with the following Nodes 

Name Node (NN) 

 It keeps a catalog of all files in the file system, and 

tracks where across the cluster the file data is kept. It does 

not store the data of these files itself rather maintains the 

meta data. 

Secondary Name Node (SNN) 
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If the NN fails entire HDFS file system is lost. So, to 

overcome this we use a Secondary Name Node whose 

function is to store a copy of FsImage file and edit logs. 

Data Node (DN) 

It manages the data stored on the system, it performs 

read-write operations on the file system as per the client 

request. 

 

B. Map Reduce - used for processing. 

It is used for easily writing applications which process 

large amounts of dataparallely on large clusters. The job is to 

splits the input data-set into independent chunks which are 

laterprocessed. 

 

 

Job Tracker (JT) 

For every job submitted for execution in the system 

JobTracker coordinate the activity by scheduling tasks to 

run on different data nodes 

Task Tracker (TT) 

Itfollows the orders of the job tracker and updates the 

job tracker with its progress status periodically.Execution of 

individual task is look after by Task Tracker, which resides 

on every data node executing part of the job. 

 

 
 
Figure 4: HDFS Architecture  

 

To tackle the large volume of data, Google opted a new 

approach using an  algorithm called MapReduce. It is a 

processing technique that does two important tasks, namely 

Map and Reduce. Map takes a set of data and coverts it into 

another set of data, where individual elements are broken-

down into tuples (key/value pairs). Reduce task takes the 

output from a map as an input and combines those tuples into 

smaller set of tuples. Below is an example of a MapReduce 

job of counting word frequencies in a body of text. 

 

 
Figure 5: MapReduce program 

 

Advantages of Hadoop 

o Free License: You can go to theHadoop 

(Apache)website, download and start working with 

it. 

o Open Source: Thesource code is accessible so you 

can alter, change as per your necessities. 

o Commodity Hardware: Hadoop can run on 

commodity hardware that implies Hadoop does not 

require a top of the line server with huge memory 

and processing power.  

o Hadoop focuses on working with Big Data and it 

manages with the Ecosystem Approach. 

o Horizontal Scalability: We do not need to 

construct large clusters, as the data continuesto 

grow, we can just add nodes. 

o It is based on a simple programming model. This 

essentially enables programmers to develop 

MapReduce programs that can handle tasks with 

more ease and efficiency. 

 

IV. CHALLENGES IN BIG DATA ANALYTICS 

 

A. Storing all the data: The data is generated at a rapid phase 

and the need to store all of the data is becoming a real 

challenge. Companies are looking at options like data 

lakes, which will allow them to collect and store massive 

quantities of unstructured data in its native format. The 

data storage is to be constructed wisely, otherwise data 

stored will never be retrieved again. 

B. Security and Regulatory Considerations: With the volume 

and complexity of big data, it is challenging for most of 

the companies to secure the data properly from any 

unauthorised access as the costs of a data privacy breach 

can be enormous. 

C. Managing enormous streams of data from various sources, 

both inside and outside of the organisation is a tedious 

work. When the enterprise's own data sources like finance, 

operational, marketing and other data are combined with 

external sources such as social media and industry data, it 

becomes truly diverse as well as exceptionally massive. 

D. Disposal of Big Data: The data that is gathered will 

eventually lose its value and it is necessary to utilise new 
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tools, technologies, and methods to archive and delete big 

data. 

E. Miscellaneous Challenges: Other challenges may occur 

while integrating big data such as integration of data, skill 

availability, solution cost, the volume of data, the rate of 

transformation of data and to process large amounts of data 

at a reasonable speed. 

 

Data Skills Shortage 

Every day, 2.5 quintillion bytes of data are created. [15] It 

is estimates that by 2019 the Big Data Analytics market - just 

one slice of the larger Data Science and Analytics (DSA) 

market—will grow to over $187 billion. [16] Demand for big 

data expertise is growing every day, particularly with regards 

to big data and emerging technologies and applications such as 

machine learning, AI and predictive analytics. On average, 

DSA jobs are expected to remain open for 45 days which is 

five days longer than the market average. Some of the senior 

roles, such as Directors of Analytics and Data Scientists, take 

far longer to fill. 

There were 2,352,681 job postings for all DSA categories in 

2015 alone. The demand for DSA jobs is foreseen to increase 

by 15% throughout the followingfive years, which 

impliesnearly 364,000 new job postings are expected 

nationally by 2020. [17] The fastest-growing jobs are Data 

Scientists and Advanced Analysts, which are anticipated to see 

request spike by 28% by 2020. The difficulty employers have 

filling the DSA jobs drives up the pay rates, and regardingto 

other jobs, DSA jobs pay quite well. On average, they 

publicize an annual compensation of $80,265. Some DSA 

jobs, such as Data Scientists and Data Engineers, demand pay 

rates well over$100,000. [16] Below is a Summary of the 

Demand Statistics from Quant Crunch 

 

 Of Allthe DSA Framework the postings in 2015 were 

2,352,681 and its projected 5 year growth is 15% 

with 2,716,425 postings for 2020 and an average 

annual salary of $80,265. 

 Data Driven Decision Makers had 812,099 postings 

in 2015 with 14% growth leading to 922,428 postings 

in 2020 with average annual salary of $91,467. 

 Functional Analysts had 770,441 postings in 2015 

with 17% growth leading to 901,743postings in 2020 

with average annual salary of $69,162. 

 Data Scientists & Advanced Analysts on the other 

hand had only 48,347 postings in 2015 with 28% 

growth leading to 61,799 postings in 2020 with 

$94,576 as an average annual salary. 

 Analytics Managers had 39,143 postings in 2015 with 

15% growth resulting in 44,894 postings in 2020 with 

average salary of $105,909. 

 

Tosatisfy this explosive demand, organizations need to re-

examine hiring, training, and partnerships. Higher education 

needs to be agile and responsive, and its bachelor’s, graduate, 

certificate, and executivelevel programs have to be responsive 

to workforce needs. 

 

Essential Data Science Skills 

Similar to the nature of DSA job categories differs across 

industries, the nature of the individual skills and capabilities 

required for these jobs differs across the analytics landscape. 

Data Scientists are the most analytical roles in the market. 

They require capability with an extensiverange of specialized 

analytical skills and tools, such as Machine Learning, Apache 

Hadoop, and Data Mining, along with generalized DSA skills 

like SQL, R, and Data Analysis. A portion of the DSA jobs 

require a mix of deep domain specific expertise and general 

competence across a broad range of function. 

For turning data into insights, the following skills are 

important: [18] 

A. Business skills - understanding of what keeps the 

business growing. 

B. Analytical skills - The ability to spot patterns,link 

between cause and effect, and building simulated 

models. 

C. Computer science – It covers everything from 

plugging together the cables to creating machine 

learning and natural language processing 

algorithms. 

D. Statistics and mathematics – It includes defining 

relevant populations and appropriate sample sizes 

at the start of a simulation to reporting the results 

at the end. 

E. Creativity – It is the ability to apply the technical 

skillsets mentioned above and use them to produce 

something of worth. 

Some of the top Analytical and specialized skills by DSA 

Framework is mentioned below: 

 

 Analytics Managers 

o Financial Analysis  

o SQL 

o SAS  

o Data Analysis  

o Business Intelligence 

 

 Data Analysts 

o Data Analysis 

o SQL 

o Business Intelligence 

o Data Warehousing 

o SAS 

 

 Data Systems Developers 

o SQL 

o Database Administration 

o Extraction and Loading 

o Data Warehousing Apache Hadoop 
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 Data Scientists & Advanced Analysts 

o Apache Hadoop 

o Machine Learning 

o Big Data 

o R 

o Data Science 

 

 Data-Driven Decision Makers 

o SQL 

o Financial Analysis 

o Data Analysis 

o Data Management 

o Data Validation 
 
 

Perceiving the highest-paying analytical skills will interest 

students and existing workers who need to boost their earning 

potential. These highly lucrative analytical skills such as 

MapReduce, Machine Learning, Apache Hadoop, Data 

Science, and MongoDB, have an average salaries above 

$100,000, with highest compensation of $115,907 for 

MapReduce and least pay of $101,323 for MongoDB. 

 

Skill Name Average Salary 

MapReduce $115,907 

PIG $114,474 

Machine Learning $112,732 

Apache Hive $112,242 

Apache Hadoop $110,562 

Big Data $109,895 

Data Science $107,287 

MongoDB $101,323 

Figure 6: Highest Paying Analytical Skills 

  Source: The quant crunch 

 
 

V. CONCLUSION 

This paper explores the concept of Big Data and various 

technologies which are used handle the big data and 

architecture of Big Data using Hadoop HDFS distributed data 

storage. The main objective of this paper was to make a 

survey of the Big Data architecture, techniques to manage 

huge amount of data from different sources, challenges of Big 

Data and its importance in the real world. 
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